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Emergent abilities of LLMs: GPT (2018)



Emergent abilities of LLMs: GPT-2 (2019)
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Emergent zero-shot learning

One key emergent ability in GPT-2 is zero-shot learning.

Zero-shot learning: the ability to perform many tasks
without training examples and without gradient updates.

The model can perform tasks simply by:
Example 1: Question Answering

Passage: Tom Brady . . .
Q: Where was Tom Brady born?
A: . . .



Emergent zero-shot learning

The model can perform tasks simply by:

Example 2: Comparing probabilities of sequences

Sentence:
The cat couldn’t fit into the hat because it was too big.
What does it refer to?
Compare probabilities:

P(. . . because the cat was too big) ≥ P(. . . because the hat was too big)



Emergent abilities of LLMs: GPT-3 (Brown et al., 2020)

GPT-3 (175B parameters; Brown et al., 2020)

Another increase in size (1.5B → 175B)

and data (40GB → over 600GB)

will be presented today:
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Emergent few-shot learning

Specify a task by simply prepending examples of the task
before your example

also called in-context learning, to stress that no gradient
updates are performed when learning a new task



Emergent few-shot learning
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Compared to traditional fine-tuning



Limits of Prompting

Some tasks appear too difficult for even large language
models to solve through prompting alone.

This is especially true for tasks requiring multi-step
reasoning.

(Humans also find these tasks challenging.)

Example

19583 + 29534 =

98394 + 49384 =

14777 + 82938 =

21234 + 12347 =

41729 + 93847 =

39299+ ?

Key Idea

Solution: Change the prompt!









Zero-shot CoT



Zero-shot CoT



Limitations of Prompting

Inefficiency: The prompt must be processed every time the
model makes a prediction.

Poor performance: Prompting generally performs worse than
fine-tuning.

Sensitivity: Results depend heavily on:

Wording of the prompt
Order of examples

Lack of clarity: It is unclear what the model learns from
prompts; even random labels can work
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What is LoRA?

LoRA = Low-Rank Adaptation

Instead of updating the whole model:

Keep the large model frozen
Train only a small set of new parameters

Key idea:

Don’t change everything
Learn only small adjustments

→ Faster and more memory-efficient



How does LoRA work?

Original weight:
W

LoRA adds a small update:

W +∆W

Instead of learning full ∆W , LoRA uses:

∆W = A× B

A,B: small low-rank matrices
→ far fewer parameters to learn

Key idea:

Keep W fixed
Learn only A and B



Why use LoRA?

Efficient
Uses much less GPU memory
Faster training

Flexible
One base model, many LoRA adapters
Easy to switch between tasks

Simple intuition
Not relearning the whole model
Just learning small corrections



Example implementation of LoRA



LoRA in practice: scaling up to GPT-3 175B
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Presentations

Vivian: Language Models Are Few-Shot Learners

Nehha: LoRA: Low-Rank Adaptation of LLMs



Next week
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