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The pretraining revolution

Pretraining has had a major impact on how well NLP systems work.



Pretraining: Scaling unsupervised learning on the internet

Make sure your model can process large-scale, diverse datasets

Don’t use labeled data (self-supervised)



Word structure and subword models

Assumed a fixed vocabulary derived from the training data

Vocabulary size: tens of thousands of word types

Unseen words at test time mapped to a single UNK token

BUT people always come up with new words



Word structure and subword models

Finite vocabulary assumptions make even less sense in many
languages

Many languages exhibit complex morphology or word structure



Example: Swahili



Byte-Pair Encoding (BPE)

Subword modeling: Represent words using smaller units
(e.g., characters, morphemes, byte sequences)

Learn a vocabulary of frequent subword units
Words are split into known subwords at train and test time
Example: unhappiness → un + happi + ness

Byte-Pair Encoding (BPE): A simple way to build subword
vocabularies

1 Start with characters + end-of-word symbol
2 Merge the most frequent adjacent pair
3 Replace all occurrences with the merged token
4 Repeat until reaching desired vocab size

Example merges:

l + o → lo
lo + w → low
low + er → lower

Widely used in MT; modern variants (e.g., WordPiece) power
pretrained models.



Word structure and subword models

e.g., WordPiece (BERT)



Where we were: Pretrained word embeddings

Circa 2017:

Start with pretrained word embeddings (no context)

Learn how to incorporate context in an LSTM or Transformer
while training on the task



Where we were: Pretrained word embeddings

Some issues:

The training data we have for our downstream task (e.g.,
question answering) must be sufficient to teach all contextual
aspects of language
Most of the parameters in our network are randomly initialized



Where we’re going: Pretrained whole models

In mordern NLP:

All (or almost all) parameters in NLP networks are initialized
via pretraining

Pretraining methods hide parts of the input from the model,
and train the model to reconstruct those parts



Where we’re going: Pretrained whole models

Exceptionally effective at building strong:

representations of language

parameter initializations for strong NLP models

probability distributions over language that we can sample
from p(wt | w<t)



What can we learn from reconstructing the input?

RIT is located in , New York.

(Location)
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What can we learn from reconstructing the input?

I put fork down on the table.

(Grammar)
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What can we learn from reconstructing the input?

The woman walked across the street, checking for the traffic over
shoulder.

(co-reference)
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What can we learn from reconstructing the input?

I went to the ocean to see the fish, turtle, seals, and .

(semantics)
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What can we learn from reconstructing the input?

Overall, the value I got from the two hours watching it was the sum
total of popcorn and the drink. The movie was .

(sentiment)
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What can we learn from reconstructing the input?

I was thinking about the sequence that goes 1, 1, 2, 3, 5, 8, 13,
21, .

(math)
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Pretraining through language modeling

Recall the language modeling task:

Model pθ(wt | w1:t−1), the probability distribution over words
given their past context.

There is abundant training data for this task (e.g., large
English corpora).

Pretraining through language modeling:

Train a neural network to perform language modeling on a
large-scale text corpus.

Save the learned network parameters (i.e., keep all the
weights) for downstream tasks.



The pretraining/finetunign paradigm

Pretraining can improve NLP applications by serving as parameter
initialization.

Works exceptionally well (compared to training from scratch)!



Where does this data come from?



Bookcorpus.. what’s that?
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Pretraining for three types of architectures

The neural architecture influences the type of pretraining and
natural use cases.



Pretraining Encoders

Encoders use bidirectional context.

Therefore, we cannot use standard left-to-right language
modeling.

Idea: Replace some fraction of words in the input with a
special [MASK] token and train the model to predict those
words (Masked LM)

h1, . . . , hT = Encoder(w1, . . . ,wT )

yi = Ahi + b

Only add loss terms for words that are masked out.
If x̃ is the masked version of x , we are learning:

pθ(x | x̃)



Pretraining Encoders



BERT; Evaluation

BERT was massively popular and hugely versatile; finetuning
BERT led to new state-of-the-art results on a broad range of tasks.



Limitations of pretrained encoders

Those results looked great! Why not used pretrained encoders
for everything?

If your task involves generating sequences, consider using a
pretrained decoder; BERT and other pretrained encoders
don’t naturally lead to nice auto-regressive (1-word-at-a-time)
generation methods.



Pretrainig decoders



Generative pretrained transformer (GPT) (Radford et al.,
2018)

2018’s GPT was a big success in pretraining a decoder:

Transformer decoder with 12 layers, 117M parameters.

768-dimensional hidden states, 3072-dimensional feed-forward
hidden layers.

Trained on BooksCorpus: over 7000 unique books

Contains long spans of contiguous text, for learning
long-distance dependencies

The acronym GPT never showed up in the original paper; it
stand for “Generative PreTraining” or “Generative Pretrained
Transformer”



Generative pretrained transformer (GPT) (Radford et al.,
2018)

How do we format inputs to our decoder for finetuning tasks?

Natural language inference: Label pairs of sentences as
entailing, contradiction, neutral

(premise): The man is in the doorway

(hypothesis): The person is near the door

(input format): [START] (premise) [DELIM] (hypothesis)
[EXTRACT]

The linear classifier is applied to the representation of the
[EXTRACT] token.



GPT2



GPT3, In-context learning, and very large models

So far, we’ve interacted with pretrained models in two ways:

1. Sample from the distributions they define (maybe providing
a prompt)

2. Fine-tune them on a task we care about, and their
predictions

Very large language models seem to perform some kind of learning
without gradient steps simply from examples you provide within
their contexts (in-context learning);

GPT-3 is the canonical example of this

The largest T5 model (encoder-decoder) had 11 billion
parameters

GPT-3 has 175 billion parameters
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GPT3, In-context learning, and very large models

The in-context examples seem to specify the task to be performed,
and the conditional distribution mocks performing the task to a
certain extent.
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Instruction fine-tuning

A training approach in which a pre-trained language model is
further trained on datasets consisting of instructions paired
with appropriate responses

The model learns to follow natural-language instructions and
perform a wide range of tasks



Instruction fine-tuning



Instruction fine-tuning



Reinforcement learning

Even with instruction fine-tuning, there is a mismatch
between the LM objective and the objective of “satisfy human
preferences”.

How can we model this?







Direct Preference Optimization (DPO)

Direct Preference Optimization (DPO) is a fine-tuning method
that aligns a language model with human preferences using paired
preference data.

Training data consists of a prompt with two responses:

Preferred response (chosen)
Rejected response

The model is optimized to assign a higher probability to the
preferred response than to the rejected one.

Unlike RLHF, DPO does not require a separate reward model
or reinforcement learning.

Training is regularized to stay close to a reference model
(usually the instruction-tuned model).
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Presentations

Joshua: Scaling Instruction-Finetuned Language Models

Arshad: Instruction Tuning on Open Resources



On Thursday

Adit, Thejas: IASC: Interactive Agentic System for ConLangs
(constructed languages)

Lab 8: Interactive Agentic System for ConLangs
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