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Attention
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m What is Seq2Seq?

m Input Sequence — Encoder — Hidden Representation —
Decoder — Output Sequence
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Seq2Seq: Problem

It becomes quite difficult to pack all the information of the input
sequence into a fixed-length context vector (Bottleneck problem)
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Seq2Seq: Problem

The attention mechanism was introduced to address this problem.
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Seq2Seq: Problem

When the decoder generates each word in the output sequence,
the attention mechanism
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Seq2Seq: Problem

is an algorithm that makes it “attend” to which parts of the input
sequence are important.
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Attention

Suppose the input sequence comes in like this:
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Attention

We store the hidden state for each input word separately.
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Attention

We build a context vector and feed it to the decoder,
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Attention

and obtain the decoder’s hidden state and output as follows.
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Attention

The similarity between two vectors shows the relationship between
two states.

Gramas
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Attention

To calculate this, we use the simplest method: the dot product.

Dot product A Bilinear
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Attention

For example (hidden state 1)
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Attention

For example (hidden state 2)

Attention score (52) ®
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Attention

For example (hidden state 3)

Attention score (52) ®
é
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Attention

Suppose the encoder hidden state is (0.8, 0.2) and the decoder
hidden state is (0.7, 0.3).
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Attention

Suppose the encoder hidden state is (0.8, 0.2) and the decoder
hidden state is (0.7, 0.3).

| Gracias
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Attention

Then the attention score s1 becomes 0.62 through the following
dot-product computation.
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Attention

Next, we compute the softmax of each attention score
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Attention

to convert the attention scores into a probability distribution and
normalize them.

Gracias
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Attention

Next, we multiply each attention score by its corresponding input
hidden state.
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Attention

The multiplication has the effect of amplifying the input hidden
states according to their attention weights.

Gracias
(0.8,0.2)
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Attention

For example, if the attention scores after the softmax layer are as
follows—
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Attention

For example, if the attention scores after the softmax layer are as
follows—

(0.8,0.2) 0.7

Gracias
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Attention

Then the input state (0.8, 0.2) multiplied by 0.7 becomes (0.56,
0.14).

\
(0 56,0.14)
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Attention

Now, take these attention-weighted input hidden states,
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Attention

sum them up, and you obtain a new context vector, which
integrates information from all words, with more important words
contributing proportionally more to the final representation.
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Attention is a general deep learning technique

m Attention has become the powerful, flexible, general way
pointer and memory manipulation in deep learning models. (A
new idea from 2010).
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Transformer
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Progress

Eventually led to the development of the Transformer model.

Output
Probabities

Nx

WUI-Head

Attention
L —

Positional D Positional
Encoding Encoding
Input Output
Embedding Embedding

Inputs
(shifted right)
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The structure of the Transformer (Vaswani et al., 2017) looks like
this:

Output
Probabilities

Add & Norm

Add & Norm
LAdd & Norm| Multi-Head
G FEEdrd Attention Nx
orwa 7 7
T i

Add & Norm

Add & Norm

Multi-Head Multi-Head

Attention Attention
T 7
Positional Positional
Encoding & Encoding
Input Output
Embedding Embedding
Inputs Qutputs
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Here we see the encoder,

Add & Norm
L=

Add & Norm

Multi-Head
Attention

Positional
Encoding
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and the decoder.

Output
Probabilities

Multi-Head

Attention Nx

Add & Norm
Masked
Multi-Head
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Output
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If we look closely at the entire Transformer model,

Output
Probabilities

Add & Norm
—_———

Feed
Forward

1 _/
Add & Norm

Lo Wulti-Head
Feed Attention Nx
Forward 7 3

Add & Norm

Masked
Multi-Head

Multi-Head

Attention Attention
£y F £ 2
Positional Positional
Encoding ® % § Encoding
Input Output
Embedding Embedding
Inputs Outputs
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we can see that the same kinds of blocks are repeatedly stacked.

Output
Probabilities

Add & Norm
—_———
Feed
Forward
T
Add & Norm
LAdd & Norm| Multi-Head
Feed Attention
Forward 7 3

Add & Norm
Masked

Nx

Positional
Encoding

Positional
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Multi-Head Multi-Head
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Embedding layer

Positional Positional
Encoding Encoding

Input Output
Embedding Embedding
Inputs Outputs
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Multi-head attention

Masked

Multi-Head Multi-Head
Attention Attention

R I T Rochester Institute
of Technology



Add & Norm layer

: Add & Norm

Add & Norm :

[Add & Norm]
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and also the Feed-Forward layer.

Feed
Forward

Feed
Forward
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So, even though the Transformer may look complicated at first
glance, it's actually made up of a few components that are

repeatedly stacked.
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Linear

Positional
Encoding
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— —————
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Let's use simple example to explore how the Transformer learns.

Output
Probabilities

Positional

Q Encoding

Positional
Encoding

Inputs Outputs
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To train a Transformer model, (1) we create a dataset.

Dataset

‘how are you’, ‘i am fine’
‘iamfine’,  ‘how about
yourself

Output
Probabilities

Positional

Encoding Encoding

RIT
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(2) We extract all words from the dataset to build a vocabulary list.

Dataset

‘iamfine’,

‘how are you’, ‘i am fine’

‘how about
yourself

Vocab List

(S0S):
(EOS):
(PAD):
am:
fine:
how:

it
about:
are:
you:
yourself:

RIT|
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(3) We assign each word (or token) a unique number so that the

model can process it as input data.

Dataset Vocab List
] P (S05Sy:
how are you’, ‘i am fine’ (EOS):
‘iamfine’,  ‘how about .
yourself’ » (PAD):

you:

0
1
2
3
4
how: 5
6
7
8
: 9
yourself: 1

o
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(3) We assign each word (or token) a unique number so that the
model can process it as input data.

Dataset Vocab List
‘ P (s0s):
how are you’, ‘i am fine’ (EOS):
‘iamfine’,  ‘how about .
yourself’ » <PA_D) .
am:
fine:

B
about:
are:
you:
yourself:

Suppose that our task is to make a
model that can do such a Q&A

‘How are you?” @ 1 am fine’

0
1
2
3
4
how: 5
. p
7
8
9
1

o
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We assume a very small number of tokens (for simplicity).

Dataset Vocab List

‘ P (s08): 0

how are you’, ‘i am fine’ (EOS): 1
‘iamfine’,  ‘how about .

yourself =) émDX g

a.bout: 7

ybﬁ.rself: 10
Suppose that our task is to make a /_
model that can do such a Q&A

‘How P = <§0S>  am’
[5, =, 91> 1[0, -, 3]
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(4) We transform input sentence — Word embedding

Positional
Encoding

Input
Embedding
EROt ot T
‘How are you?”> ™

(5, 8, 9]
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The input embedding block takes input tokens like [5, 8, 9] and

Positional
Encoding

Input
Embedding
EROt ot T
‘How are you?”> ™

(5, 8, 9]
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outputs the corresponding embedding vectors for each word.

Positional A

Encoding QO
Input 5, how|025|036|1351087|02z|172|
-
Positional () b &) Posiional
encadng () I g 8, are [-0.91f-0.66] 2.22] 0.52] 0.35]-0.2
‘How are you?” "™
e ouee 9, you |—1 05|128|015|023| |o.43|

[5, 8, 9]
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The embedding layer compresses, for example, 11 words into

(508): 0

(EOS): 1

(PAD): 2

am: 3

ébcut: 7

yourself: 10
Positional
Encoding @ P

- 5, how| ozslosel 13a| 087|—o.zz|1A72|

8, are | 1| 066|222

Input
Embeddin
Encoding (9 @€ Encoding

‘How are you?” "™

[5, 8, 9]

Positional Positional

o
wn
N
< o
w
&
1
o
N
Lo |

9, you |—105|128|015
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dense vectors of length 6 (*randomly initialized at the beginning of
training; learned jointly with the rest of the model)

{S0S): 0
(EOS): 1
{PAD): 2
am: 3
about: 7
yourself: 10
Positional
Encoding

Positional -0 Py Positional

Encadng (7 ) encoding 8, are |-0.91|-0.66] 2.220.52]0.35}-0.2

‘How are you?” ™" ’
reus o 9, you |— 5|1zs|0.15|023|006|043|

(5, 8, 9]
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(5) We consider positional encoding.

(s0s): 0

(EOS): 1

(PAD): 2 0

am: pos

= Mo T[]
about: 7 P

you;‘self: 10 2 pOS | | | | | |

Eosm:na\ e & & ‘ annal 8
ncoding i are -0.91|—0.66| 2.22| 0.52|0.35|-0.20|
Inputs ’ |
e o 9, you |—1A05| 1.28| 0.15| 0423| 0.06| 0443|
Rochester Institute
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Why do we need this?
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Why do we need this? Self-attention alone does not capture word
order (e.g., RNNSs); it treats inputs as a set, not a sequence.

. pos pos
PEpos2iy = Sin(————) PE(oszitr) = c0S(—————)
10000%model 100009modet
Z ] ool L L L]
=l =00
Lo 2o [T T T T

yu:rself 10 6

Positional K_%
Encoding e
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We encode the position of each word based on the following
formulas.

. pos pos
PEpos2iy =Sin(————) PE(oszitr) = c0OS(—————)
10000%model 100009modet

0 pos
1 pos

2 pos
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If you are interested in learning how the fomulas work, take a
closer look.

pos pos
77 PEposai+1) = c0S(——————)

100009modet 10000%model

PE(pos,Zi) = sin(

0 1 2 3 4 5(dmodel-1)
0 pos
1 pos

2 pos
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In this example, the value of diyodel is 6 (the dimensionality of the
model).

pos pos

PEpos2iy =Sin(———7—) PEosai+r) = c0OS(———)
10000 6 10000 6
0 1 2 3 4 5(d_model-1)
0 pos
1 pos
2 pos
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And the variable pos takes the values 0, 1, and 2 in order.

: pos
PE@poszty” = Sin(————7—)  PE(pos2i+1) =0S(

o pos
) 7 )
IOOOOIZ’ 10000|Z’

0 1 2 3 4 5
0 pos
1 pos

2 pos
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i =0, 1, 2 denotes the dimension index used for even (2i) and odd
(2i4+1) components. For even dimensions, we apply this formula:

R I T Rochester Institute
of Technology



And for odd dimensions, we apply this formula:

PE(pos 2i

017525374857
s PP PR
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We can now compute the positional encoding values as follows:

.
s
)

! ) pos H pos :
P PEposaiy = sin(———;7) & PEgoszivr1) = COS(————;) ¢
H 100009modet 10000%modet

......................................

Opos 01 01 o0 1
1 pos (0.84 0.54 005 1 0 | 1
2 pos (091042009 1 0 1

H_J
6
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(6) Once we have these positional embeddings, we simply add
them to the input embeddings:

Positional
Encoding ®_

Opos © 1 0|1 0 1 5, how|025|ose|135|037|ozz|172|
1 pos 084 054005 1 0 | 1 8, are |—o 91| 066|222|052|035| ozo|
2 pos 0.91-0.42 009 1 0 |1 9, you |-1_05|1 |015|0 23|006|043|
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By adding them together, we obtain the combined input +
positional embedding vectors.

0‘5 how| 025|o ssl 1 33}0‘87' o.zz|1.7z|
pcgreol 091I 0. eel zzz|052|0,35|—0.zo|
29p¥gu | 105|1zs|o15|023|o.06|oA43|
- *\
4
¢ Positional ~+""s \
Vi Encoding R \
4 \
’ \
’
Opos 0 1 0 1 0 1 5, how |—0.zs|o,86 |—1.3e|—o,s7|—o,22|1.72|
1pos 084 054005 1 0 1 8, are |—o,91|—o,66|222|0_52|035| ozo|
2 pos 0.91-042009 1 0 1 9, you |—1,05|1A28|015|0.23|0.06|043|
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(7) We feed this combined input—position matrix into the
multi-head attention.

|>0<25| 1.86 |*1.3E{ 0.13'»0.22| 2.72|

|>0.07|>0.12| 2.26|1,52 | 0.35| 0.80|

|>0.15|0.86| 0.24| 1.23 |OA06 |1.43|

S Cd Positional
Encoding _?

RIT S



Transformer’s multi-head attention is different from the attention
mechanism used in traditional seq2seq models. While seq2seq
attention focuses on aligning the input and output sequences,

Thank you (€0S) (€0S)
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the Transformer's attention captures the relationships between
words within the same input sentence.

I like this NLP class a lot
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The structure of the multi-head attention mechanism used for
self-attention looks like this:
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We make three copies of the input + positional encoding matrix.

-0.25] 1.86 |-1.38] 0.13-0.22) 2.72|

007f012| 2.26] 1.52 | 035 | 0.0
Mask (optional)




We make three copies of the input + positional encoding matrix.

-0.25] 1.86 |-1.38] 0.13-0.22) 2.72|

007 fo2| 2.26] 152 | 0.35] 0.80

oss] 02 1foos [ 1.5

-0.25] 1.86 [-1.38] 0.13]-0.22 2.72|

Why?



We make three copies of the input + positional encoding matrix.

|-0.25 1.86 | -1.38] 0.13]-0.22] 272

007 fo2| 2.26] 152 | 0.35] 0.80

Foss]oss] o2 15o0s [ 10

-0.25] 1.86 [-1.38] 0.13]-0.22 2.72|

Fo.o7}o.12 2.26] 1.52 | 0.35 | 0.80

ST

Why? This is done to create Query (Q), Key (K), and Value (V)
matrices — each representing a different projection of the same
input for the attention mechanism. Q and K determine how much
attention each token should pay to others, while V carries the
actual information that is aggregated.



To obtain the Q matrix, we create the following 6x6 weight matrix
(randomly initialized).

037 037|-0.19] 023 0.32] 021

0.30 f-0.09 | 0.35 [-0.10f-0.38] 0.21

o.25] 1.86 |-1.38] 0.13[-0.22] 272
0.22 [ 0.05 |0.09 |-0.23] 0.09 f0.15

0.07f0.12| 2.26] 1.52 | 035 | 0.80
0.1 |-0.36]-0.23]-0.1f 0.21 |-0.07]

e[ o]
T
o]
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And then we perform matrix multiplication to obtain the Q
(Query) matrix.

037 037|-0.19] 023 0.32] 021

0.30 [-0.09 | 0.35|-0.10-0.38 0.21

[®)

1.56]-0.25] 0.54 | 0.52 |-131 027

-0.14f 0.21 |-0.07]

0.59 Jo.s|-025)-0.73) 0.47 | 0.19

-0.30f 0.07|-0.11

‘
\
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To compute the K (Key) matrix, we create another 6x6 weight
matrix (randomly initialized) and multiply it with the input.

1.56]-0.25] 0.54 | 0.52|-1.31 027

0.59 |06 ]-025]-0.73) 0.47 | 0.19

-0.39|-0.48] 0.03[-0.16|-0.30] 0.16

-0.18]-0.28) 0.35 |-0.39] 030 [ 0.37

= |-042]-070|-0.56-0.01] 0.32 |-0.28
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Using the same process, we perform another matrix multiplication
to obtain the V (Value) matrix.

1.56]-0.25] 0.54 | 0.52|-1.31 027

0.59 |06 ]-025]-0.73) 0.47 | 0.19

-0.39|-0.48] 0.03[-0.16|-0.30] 0.16

-1.18]-0.52f 0.26 |-1.79] 0.32 |-1.68

-0.42]-0.70]-0.56]-0.01 0.32 f-0.28

022 |-0.21]-030f-0.23]-0.35] 0.13

0.7 012022 0.10 fro.22 |-0.38]

-1.63] 0.85 |-1.91|-0.47 | 0.25 |-1.38]

EE 2 Y e e

= o240 |03z f0.70]-005f1.04

-0.10]-0.10]-0.14} 030 [-0.26]-0.14]

0.23] 0.24 |-0.14f 0.01 Jo.a1 Jo.0s
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Now, we have the three inputs of the multi-head attention layer —
Q (Query), K (Key), and V (Value).

Q

(" Fsefoaosa]osz[ra o2

0.59 fo.a6]-0.25]-0.73[ 0.47 | 0.19)

-
7

5
K

-1.18]-0.52 026 [-1.79] 0.32 [-1.68)
Mask (optional)

[T [ ]
3 V

-1.63] 0.85 [-1.91 f-o.47] 0.25 |-1.38

0.42f-0.70]-0.56]-0.01 032 [-0.28

0.24]0.34 [ 032|079 |-0.05)1.04]

CEITEE
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Next, we perform the matrix multiplication between Q and K. The
formula for this operation is as follows:

-1.56]-0.25] 0.54 0.52 | -1.31] 0.27]

0.59 |0.46-0.25]-0.73] 0.47 | 019!

0.3 048] 003 —azn

-1.18[-0.52[ 0.26 |-1.79] 0.32 |- 1.68

Q-K"

-0.42]-0.70|-0.56] -0.01] 032 f-0.28

-1.63] 0.85 [-1.91Fo.a7 [ 0.25 |-1.38

0.24]0.24 | 032 079 [-0.95f1.04

-0.67] 0.44 |-0.80 [-0.65] -0.41]-1.09)
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When we plug in the matrix values and calculate,

-
Ve 7 I . P ) )

0.9 [os| Bas] 07 0.47] 019

14
I
v K(transposed) ===

oftmax
Softma: 0.26|-0.56|
\

-1.70] |-o.on

-0.42]-0.70-0.56]-0.01] 0.32 |-0.28)

-1.68] |-0.2¢]

-1.63] 0.85 [-1.91 Fo.47 | 0.25 [-1.38

0.240.24 | 032 079 [-0.95f1.0
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we can obtain the result as follows:

K (transposed)

-052|[-0.70
-1.56]-0.25] 054 | 052 [-1.31] 0.27]
Softmax
026 [-0.56}
\

061|032 | 0.40

064 [0.35 | 0.5

055 foss[-ozforsowrars] X
Mask (optional) 179|001

0.30]-0.48) 0.03[-0.16]-0.30 0.16 0z [0z

-1.68] | -0.2¢]

Rochester Institute
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Next, we apply scaling, which divides the matrix by V6, since in
this example the value of dyodel is 6.

031 o3 Jos7

wofon|on| = Vg

064|035 | 054

Wli-Head
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Next, we apply scaling, which divides the matrix by V6, since in
this example the value of dyodel is 6.

031 o3 Jos7 013001 fois

061 | 035 | 0ss 026 |0.14 | 022

R I T Rochester Institute
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Since the mask layer is not used in the encoder, we will skip it here.

031 o3 Jo37 013001 fos

= [wfom]w] = vg =

064|035 | 054

025|013 016

026 |0.14 | 0.22

R I T Rochester Institute
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The next softmax layer converts the matrix values into
probabilities.

o ]onor P [ P
Softmax( o2 [ors [ore ) = [owfon]om
P [ P e P

I \ ———

Q-KT = [o[ofe] = v = [Fo=

026 |0.14 | 022

064|035 | 054
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This 3x3 matrix represents the self-attention weights.

how are you

013 J 001 o1s how |o34 o3t fo3s
Softmax( I B ) . I
026 fo.1a | 0.22 you [o03s 031034

R I T Rochester Institute
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This matrix numerically shows how each word in the input is

related to every other word.

are [o036]032]o033

how are you
[Coiicien | how [oae ooz

034

you |o3s|oar
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Thus, word pairs with higher relevance receive higher attention
values, while those with lower relevance receive smaller values —

as the model learns these relationships.

how are you

how [o.34 ] 031]0as

are [o036]032 |03

you [o3s 031|034
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While traditional attention models focused on relationships
between the input sequence and output sequence, self-attention
takes the same input matrix and feeds it into two separate
networks to produce the Q and K matrices.

-1.56]-0.25] 0.54 | 0.52|-1.31) 0.27]

0.59 |-0.46[-0.25-0.73 0.47 | 0.10

how are you
[o.55] 046] 03 rnzn 016

multiplication how [o.34 ] 031]03s
: . K
i|_Softmax |3
Mask (optional)
scaling

035031 |03a -1.18]-0.52] 0.26 |-1.75] 0.32 |-1.68}

-0.25] 1.86 |-1.38] 0.13]-0.22] 272,

C—_— )
]
2

1

0.240.34 | 032 o9 [-005f 1.04

0.07f0.12| 2.26| 1.52 | 0.35 | 080

EEEEOE DDEEEE

R 1L | Spgnesmernstiute



Amazingly, by simply multiplying these two matrices, the model
can represent the correlations between words within a sentence.

-1.56]-0.25] 0.54 | 0.52 | -1.31) 0.27)

0.59 |o.46[-0.25-0.73 0.47 | 0.10

how are you
[os[osef o[ ord o 010
034 [ 031]o3s

036032 | 033

3
2

035031 | 034 -1.18f-0.52] 0.26 |-1.79] 0.32 |-1.68}

-0.42]-0.70[ -0.56]-0.01] 032 [-0.28

Mask (optional)

o2s].26 =138 onalroz2] 272 -1.63] 0.85 [-1.91]-0.47 | 0.25 |-1.38]

.|

024034 | 032 79 [-0.95f 1.04

Fo.07 Fo.2] 2.26] 152 | 035 080,

TCEETE
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Because the model processes all words in parallel rather than
sequentially, it achieves much faster computation.

-1.56]-0.25] 0.54 | 0.52[-1.31] 0.27]
0.59 |o.as [-0.25f-0.73) 0.47 ] 0.19
how are you
multiplieation how o34 ] 031]oas
are oas|o3z o33
you jossfostfoss -1.18}-0.52] 0.26 |-1.79] 0.32 |-1.68]
-0.42f-0.70] -0.56]-0.01] 0.32 [-0.28]
Py P I P 1,63 0.85 [-1.91 f-0.47 [ 0.25 |-1.38]
Q K Vv
[0.07[0.12] 2.26] 1.52 [ 0.35] 0.00. 024 [0.34 [ 0.32 J-o.79 [-0.05f 1.0
-0.67] 0.4 |-o.80 [-0.65] -0.01]-1.09
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Even for long sentences, the model can calculate the attention
between all pairs of words without bias or loss of information.

-1.56]-0.25] 0.54 | 0.52 | -1.31) 0.27)

0.59 |o.46[-0.25-0.73 0.47 | 0.10

how are you

3
2

034 031035 / K

036032 033

035 031|034 -1.18f-0.52] 0.26 |-1.75{ 032 |18}
-0.42f-0.70] -0.56]-0.01] 0.32 [-0.28]

-1.63] 0.65 [-1.91 |-0.47 | 0.25 |-1.38]

Mask (optional)

0.25) 1.8 |-1.38] 0.13[-0.22] 272

.|

024034 | 032 79 [-0.95f 1.04

Fo.07 Fo.2] 2.26] 152 | 035 080,

TCEETE
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So, what about the final matrix multiplication?

-1.56]-0.25] 0.54 | 0.52 | -1.31) 0.27)

0.59 |o.46[-0.25)-0.73 0.47 | 0.10

how are you
0.39]-0.48 0.03|-0.16]-0.30] 0.16
how o34 ] 031]0as
you |o3s 031034 -1.18f-0.52] 0.26 |-1.79{ 0.32 |1 .68}

-0.42]-0.70[ -0.56]-0.01] 032 [-0.28

-0.77]-0.69] 0.09 |-0.85) 0.27 |-0.96|

=024 03¢ [ 032|079 |-0.05]-1.04
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We multiply this by the V matrix to obtain the final output — a
self-attended embedding that combines (1) input, (2) positional,

and (3) attention information.

how are you
how |034] 031035 o3| ossfrerfoarjoas | 138) -0.72| 0.55 |-0.84|-0.63]-0.35|-1.17
we [lonlon] X i[aloo oeferfeolo] i= [olene B
you [oas [oa1 [oe :|rﬂ&7|044}e.sﬂl—nsslrnawl—wasl
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So far, we've assumed a single-head attention for simplicity, but in
reality, the Transformer computes multi-head attention — the
original paper uses 8 heads.
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(8) We move on to the addition and normalization layer.

(RS o
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The addition step adds the multi-head output matrix to the initial
input + positional embedding.
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Let's assume that the resulting matrix looks like this:

-0.50]1.99 |-0.86] 0.38] 0.18 [ 3.10

-0.41] 0.02] 279 177 | 076 [ 1.10

EOEDED
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Next, for the normalization step, we first calculate the mean and
standard deviation for each column.

M SD

[os]rss [eed oo [s0] —=> 0.70 1.41

-0.41] 0.02f 279] 177 076 [ 1.19

-0.48] 0.09 | 0.77 [1.48 [ 0.47 | 181

RaTE o
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M SD

oso|1.99 [-086] 03801 a0 — 0,70 1.41

[o.a] 002] 270|177 06100 | —  1.02 1.07

-0.48] 0.99 | 0.77 [1.48 [ 0.47 | 180
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M SD

oso|1.99 [-086] 03801 a0 — 0,70 1.41

[ou]oa|zr 177 ]ors]i0] —w  1.02 1.07
oe] 0ss[077 |18 [oar [1e1] —>  0.84 0.74
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M SD

oso|1.99 [-086] 03801 a0 — 0,70 1.41

[ou]oa|zr 177 ]ors]i0] —w  1.02 1.07
oe] 059 [ 077|148 [our [1e1] —>  0.84 0.74

(T ™

=
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M SD

oso|1.99 [-086] 03801 a0 — 0,70 1.41

[ou]oa|zr 177 ]ors]i0] —w  1.02 1.07
oe] 059 [ 077|148 [our [1e1] —>  0.84 0.74

N O v

SD

-092] 092 |-1.11]-0.23] -0.37| 1.70

-1.33}-0.04] 1.66 [ 0.70 [-0.25] 0.16

Rochester Institute
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(9) Next is the Feed-Forward layer.

-0.92) 0.92-1.11]-0.23] -0.37] 1.70

-1.33]-0.94 1.66 | 0.70 |-0.25) 0.16

= EDTDEE
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The Feed-Forward layer is a simple neural network consisting of
two layers and using ReLU() as the activation function.

FFN(x) = ReLU(xWj + b)) W + by

ReLU function

EEEEED

CCDDED
- EEEOED
179] 0.21 |-0.10] 0.86 J-o.50] 1.32
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Wy

031|020 |-035}-0.07-0.13} 0.23

0.15 | 0.34 |-0.38]-0.29| -0.30|-0.2|

-0.92) 0.92 |-1.11]-0.23] -0.37 1.70
-0.28] 0.21] 017 |-0.27]-0.07} 0.21

-0.40] 0.10]-0.20) 019

120 |-0.85]-0.39] 0.93|-0.70] -1.3g]

-0.89}-0.40] 1.10] 0.47 | 0.11 | 0.31

0.02|-0.81] 0.24 0.99 f-0.50|-0.89]
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Applying the RelLU activation function...

Wy

031|020 |-0.35}-0.07}-0.13} 0.23

0.15 | 0.34 |-0.38]-0.29| -0.30|-0.28|

-0.92) 0.92 |-1.11]-0.23] -0.37 1.70 b1
-0.28] 0.21] 017 |-0.27]-0.07} 0.21

TR X + [

-0.40] 0.10]-0.20] 0.14|-0.20] 0.19

-1.79] 0.21 |-0.10] 0.6 fo.50| 1.32

-0.33}-0.00}-0. 12|-012 0.29

030}-0.31]-0.23] 0.25}-0.39]-0.31]

1.20 |-0.85]-0.39] 0.93}-0.70|-1.3¢]

ReLU (ELLLT 1)

0.02|-0.81] 0.24 | 0.99 }-0.50 |-0.89|
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Applying the RelLU activation function...

Wy

031|020 |-0.35}-0.07}-0.13} 0.23

0.15 | 0.34 |-0.38]-0.29| -0.30|-0.28|

-0.92) 0.92 |-1.11]-0.23] -0.37 1.70 b1
-0.28] 0.21] 017 |-0.27]-0.07} 0.21

TR X + [
.40] 0.10

-0.20] 0.14 |-0.20] 0.19

-1.79] 0.21 |-0.10] 0.6 fo.50| 1.32

-0.33}-0.00}-0. 12|-012 0.29

030}-0.31]-0.23] 0.25}-0.39]-0.31]

1.20 |-0.85]-0.39] 0.93}-0.70|-1.3¢]

4 RBLU( 08| -0.40] 1.10] 0.47 | 0.11 | 031 )

0.02|-0.81] 0.24 | 0.99 }-0.50 |-0.89|
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Negative values become 0.

Wy

031|020 |-0.35}-0.07}-0.13} 0.23

0.15 | 0.34 |-0.38]-0.29| -0.30|-0.28|

-0.92) 0.92 |-1.11]-0.23]-0.37] 1.70
-0.28] 0.21] 017 |-0.27]-0.07} 0.21

b,
e e X + [
-0.40] 0.10-0.20] 0.14 |-0.20f 0.19
2 I

-1.79] 0.21 |-0.10] 0.6 fo.50| 1.32

.12[-0.12] 0.29

030}-0.31]-0.23] 0.25}-0.39]-0.31]

bl )
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(10) Then, by multiplying with the second layer’s weights and
biases, we obtain the final output of the Feed-Forward layer.

W>

|-0.00] 0.39 | -0.00}-0.39]-0.37}-0.14

-0.34]-0.10}-0.24{ 033 |-0.40] -0.13}

I O O

-0.41] 0.09 |-0.20}-0.06|-0.22]-0.09]

0.25 | 0.23|-0.17]-0.05|-0.26}-0.14]

031 |-0.41}-0.13}-0.17}-0.03}-0.20)

Forward

-0.19}-0.08]-0.3¢] 0.40 |-0.12]-0.07]

-0.69] 0.36 |-0.37| 0.12]-0.34}-0.05
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(11) We repeat the same Add & Normalize process.
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As before, we first

calculate the sum of the two matrices.

Feed-Forward

Layer Output Matrix 1st Addition & Normalization

-0.82] 0.89 |-0.46) -0.42}-0.79}-0.21 -0.92] 0.92 |-1.11]-0.23]-0.37} 1.70 -1.74] 1.81 | -1.57]-0.65}-1.16 | 1.49
-0.19]-0.08]-0.36] 0.40 |-0.12 -0.07| + -1.33]-0.94] 1.66 | 0.70 |-0.25) 0.16 - -1.52]-1.02] 1.30 | 1.10 |-0.37} 0.09
I*O.SQI 036 |'0.37| 0.|2|'D,3A|—l) (]5| |‘1.79| 021 |-0.1OI 0.86 |-0.SD|1.32 | |'2 43I 0.57 I'U 47| 0.98 I'Q.B4I 1.Z7|
Rochester Institute
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Then, we normalize the matrix again:

M SD
-1.74] 181 [ -1.57]-05] 116 100 -0.30 1.43
152 1.02f 130 [ 110 [ 07 000 -0.07 1.03

s 016 128

[t : w)

SD
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This resulting matrix is the final output of the encoder.

-1.01| 1.48 J-0.89]-0.24]-0.60f 1.26

-1.41]-0.92 1.33 | 1.13 |-0.20] 0.15

positional
Encoding
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Now, let's move on to the Decoder.

Output
Probabilties

Positional
Encoding

Outputs
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(1) We performs word encoding and positional encoding of the
output (target) sequence.

Probabilties

postional Decoder input:  [{sos), |, am] — Index: [0, 6, 3]

Encoding

Decoder output target : [I, am, fine] —Index : [6, 3, 4]

Outputs
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The process of word encoding and positional encoding is identical
to that in the encoder. In fact, the positional encoding values can
be reused from the encoder.

. pos _ pos
PEosziy =Sin(————37) PEgposai+r) = c0S(———)

100009modet 10000%modet
6
Positional K_JH
@ Q Encoding
0,(Sos)|—z.31|»1.29| 0.21 |—1 24|‘\.86|0.06|
Embedding

Outputs 6, | | 2.85 |—0A74|o.20

ol

01 2 3 4 5 3, am |—0A46|—o,os|—o.22 1.25| o.49|»o.34|
0 1 0 10 1 Opos

¢Q B 084 054005 1 0 1 1pos

oupis 091-042 009 1 0 1 2pos
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Here's how it looks:

fI-2431|>1.29| 0.21 | 1424| 1.86 | 0,06|

0 | 2.85 |’0A74| 0.20 |>1 .3A| »0.57|-0A34
0 |—0,46|—0.06|-0.22|>1 .25 |-0.44>0.34|

R) Positional
O Eneoding
g

Outputs
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(2) The Masked Multi-Head Attention operation in the decoder
is almost the same as in the encoder.

SEEEDE

mum aienion

-2.311-0.29 0.21}-0.244 1.86 | 1.06|
\

3.69]-0.2¢ 0.24}-0.34-0.57 0.67]
0.45)-0.44-0.1%-0.29-0.440.66
s

-2.311-0.29 0.21-0.24]1.86 | 1.06|

3.69]-0.24 0.24}-0.34-0.57] 0.67]

oo oo
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The Masked Multi-Head Attention operation in the decoder
almost the same as in the encoder.

0.15] 037|021 fo.24] 0.37|-0.03]

-0.21] 0.24-0.28} 0.06 | 0.40 | 0.01

-034 031 [-0.13]-0.24] 0.12] 0.15]

B [ e o [ I o o e e e e el S ee|—1 oifr.of123f0q

o fpo] [ e
:

0.16|-0.07] 0.01 | -0.17]

-0.12}-0.30}0.33] 0.0

e
DEEEEE
z

-0.01] 032 ] 0.11 foo:

Mask (optional)

032 |-0.31] 000 ] 010

039 }-0.03]-0.11] 0.14] I0.10|»u.1El»n.snl»n.swlo.nE}mAl

F.20]-0.40] 038 }-0.29

028012 J-ot0f-0.12f-0.17f o3

Q K vlz3tedoafoadies|ios o020 osf-o7poisj01s 024 1.19-0.23]0.05[0.70[0.150.16
013 [-011f-0zef0zsfozrfos ] _
3.69}-0.29 0.24}-0.34-0.57] 0.67] X = |1.33]0.36}0.12}0.66-0.71}1.34]
-0.23] 026 -0.20[ 014 [-0.27] 0.07

0,04 0.02 |0.13 fo.20 |-0.15]-0.3¢]

Rochester Institute
of Technology



We multiply the Q and K matrices to create the attention matrix.

Q

0.791-1.040.74] 0.87-0.84-0.37

0.61]1.66 [-1.01}-1.031.23 |-0.2¢
(sos) 1 am
forgorgorferd

am |ooof011]0z0 K
WAt

multiplication

Softmax
Mask (optional)

0.31]0.54 | 0.64] 0.25] 0.94}-0.13}

0.26f-1.211-0.9-1.244-0.94}-0.05

EETETE
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We then scale the matrix by dividing it by v/6, just as before, so
that the range of values changes accordingly.

(sos) 1 am 0.13] 0.00l-0.26
1 (s0s)|-033] 001 |03
I wpedie| = g = |o0.56|-0.43] 0.42
am [om]or[om

0.00 | 0.04] 0.08

Mask (optional)
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(3) Let’s explore the key concept of the decoder’s multi-head
attention — masking.

RIT S



The goal of the transformer decoder is to generate the output word
sequence, one token at a time (recall: language modeling).

e« /S This is an awesome
v sentence that was
O
’
eeton ®

Tatrix T
muliplication

Q K Vv
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While the encoder needs to consider all tokens in the input
sentence to understand the full meaning,

I like this NLP class a lot

RIT S



the decoder generates output one word at a time.

Mask (optional)

| like this NLP
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Therefore, it's natural that the decoder should NOT attend to
words that haven't been generated yet.

rmultiplication

Softmax
o
= Mask (optional)

| like this NLP
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To reflect this characteristic, the decoder applies a masking

mechanism during training.

multiplication
Softmax
Mask (optional)

RIT|
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The key idea is to hide future tokens so they do not affect the
current prediction.

multiplication
Softmax
Mask (optional)
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1 like

like

rmultiplication
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| like this NLP class a lot
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| like this NLP class a lot so |

multiplication
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When this masking algorithm is applied to the attention matrix, we
get:

(sos) 1 am 0.13] 0.00l-0.26
1 (s0s)|-033] 001 |03
I orpefie] = 5 = [0.56 |-0.43| 0.42
am [ooo]on]om

0.00 | 0.04] 0.08
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We add —inf to the masked positions because, after passing
through the softmax layer, —inf becomes 0, effectively eliminating
attention to those positions.

-1.19-0.23]0.05]0.70|0.150.16

1.33]0.36-0.12}-0.66-0.71} 1.34]

ERTETE
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Feeding this matrix into the softmax layer gives us:

-1.19-0.23]0.05]0.70|0.150.16

1.33]0.36-0.12}-0.66-0.71} 1.34]

ERTEDE
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Then we multiply the two matrices as follows:

i
multiplication __J2

[-1.194-0.23]0.05/0.70]0.150.16

[-0.51f-0.07] 0.00] 0.33 -0.08}-0.25

I - T
0.150.08 [0.12 [-0.11}-0.24}-0.58

ok

scaling

—
[F1.190.23}0.050.70]0.15]0.16
Q K Vv

1.33]0.36}0.12}-0.66-0.71}1.34]

[pzopoo]onfordorfosd
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Next, we concatenate the resulting matrices (if needed):

LI
\‘ P

concatenate 2
mliplication

EEEmmT
EECECE
0.51}-0.07] 0.00§ 0.33 |-0.08}-0.2!

Mask tional)
) | e
;

Q K

(7
(H

\%
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We then multiply again to produce the final matrix of the masked
multi-head attention.

W
L

)

Fully
connected
Layer

concatenate

atrix
plcation

W
o -0.10}-0.30] 0.13 | 0.31 J 0.30 0.1

-0.20[-0.22]-0.31]-0.01f-0.35-0.20 0.46]0.30 [-0.341-0.13-0.180.22

0.07[-0.09]-0.26|-0.05 016 [-005)  —
= |0.09]0.23}0.09}-0.13-0.12}0.07

0.30[-0.08]-0.39| 0.26 | 0.08 [0.30

032 0.03] 0.36|-0.08) 0.09 [ 0.27

0.19]-0.37|-0.39] 0.26 | 0.06 |-0.02]
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(4) We apply the same Add & Normalize process again.

|-2,3 ||>0.24 021 }D.Z4| 1.86I 1.06 | | 0A45|0,30 |>0A34|-0.14'0,|40.22|
|3,69|’0.Z(1 0,Z4|>D.341>0,57| 0‘67| + |ﬂ.l}?l0.23}0.09"0.1*0.140.07|
|0.45|*0 44'0.11»0 ZS|*0.4%0.66| |>0.24IO.14|0.14I>0.13|’D.01>0.14

EOTEEE

CEETED

Norm(Ellbd]) = [
DEDEED

o]
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(6) The decoder's second multi-head attention operates the same

way as the encoder’s, except for the inputs.

muhl \lmmn

‘
Vv

Mask (optional)

m\lll henton

-
Atertion
-

i

O
7<

RIT|
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Here, the values of K and V are derived from the encoder’s final

output, multiplied by a 6x6 matrix.

mu\ll htanur\

‘
\2

Mask (optional)
scaling

tenion
- - Q K
-1.01| 1.48 [-0.89|-0.24f-0.60] 1.26 -1.01] 1.48 fo.80|-0.24)-0.60] 1.26
-1.41)-0.92] 1.33 | 1.13 | -0.29] 015 -1.41f-0.92] 1.33 | 1.13 |-0.29] 015
-1.81) 057 |-0.24] 0.89|-0.53] 1.12 -1.81] 0.57 |-0.24] 0.89|-0.53] 112

RIT
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The value of @ comes from the output of the decoder’s previous
Add & Norm layer. In other words, the decoder determines
which parts of the encoder’s output (K, V) to attend to,
based on the context it has generated so far (Q).

Tt
muliplication

1.69}-0.08-0.20-0.42{1.37 1.02
______ ¥ |2.13}0.37}-0.24-0.71|-0.84 0.10]
_______
multiplication e
------ ; preferdonfod i o]
1] I—
v oty v

37)1.02

1.691-0.084-0.20-0.44 1.
-1.01] 1.48 [-0.89|-0.24f-0.60] 1.26 -1.01] 1.48 fo.80 | -0.24)-0.60] 1.26

2.13f0.37}0.20f 071} 0.8s|0.10
-1.41-092] 1.3 1.13 | -0.29] 015 -1.41f-0.92) 1.33] 1.13 |-0.29] 015

076}0.70f.23 fo.s2}.16] 1.69
-1.81) 057 |-0.24] 0.89|-0.53] 1.12 -1.81] 0.57 |-0.24] 0.89|-0.53] 1.12
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Assume the final output of this multi-head attention looks as

Ty
C‘;"‘a‘e"a‘e -0.42] 005|017 fo:37 -0.13] 0.10

Q K \
1.69}-0.084-0.204-0.44 1.37|1.02
2.13}0.371-0.291-0.71}-0.85/ 0.10

EEIDED
TELLT] CEELED
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The same computational process is repeated, so details are omitted
here.
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(5) The last linear and softmax layers produce the final output
probabilities.
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If the decoder output matrix at this stage looks like this:

Output
Probabilties

-1.90] 057 | 036 f-0.72) 0.77 | 0.01

198 f-0.24] 0.20 |18 fo.77| 0.01

010 fo.51] 094 -1.27|-085] 1.58
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The linear layer projects it back to the full vocabulary size (=11).

Output
Probabilties

162 |-0.30f 0.14 | 0.13 |-0.09}-0.39}-0.71 [ 0.19 | 0.57|-0.41| 0.64

0.08) 0.46-0.89] 0.22 |-1.33| 1.06 | -0.73] 0.56 | 0.25 |-0.71] 0.05

EECEEDEEEEE

Linear Layer

-1.90] 057 | 0.36 [-0.72) 0.77 | 0.91

198 [-0.24] 0.20 |1.18 }0.77| 0.01
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The softmax function then produces the final output probabilities.
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Finally, the predicted outputs are compared with the ground-truth
labels (e.g., 6, 3, 4).
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Using a loss function (e.g., cross-entropy) and backpropagation,
the model updates all weight parameters across every layer — this
is the learning process of the Transformer.
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Pooja - Devlin et al. (2019). BERT: Pre-training of Deep
Bidirectional Transformers.
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Preview
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On Thursday

m Presentation: (1) Billy - Huang et al. (2018). Music
Transformer; (2) Suruthi - Smith (2020). Contextual Word
Representation: A Contextual Introduction

m Work on Lab 7 - Ollama
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Next Week & Upcoming Assignment
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Tuesday
m Project group meeting (Work in a group, Check-in with me)
Thursday

m Project proposal presentations (13 groups total; https:
//hksung.github.io/Spring26_PSYC681/project/)

m 5-minute informal update on your progress so far
Upcoming Deadline
m Submit the full project proposal by 3/13

m Guidelines: https://hksung.github.io/Spring26_
PSYC681/assignments/2_project%20proposal

RIT | SFecmoon
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